DS280 – INTRODUCTION TO STATISTICS – Section 2

SPRING SEMESTER 2003

“Ultimate Knowledge Festival”

(known to the mundane as a “Final Exzm”)

For those who have worked faithfully through the term, a final examination should not be an ordeal, but a time of fulfillment in the realization of the course’s contribution.  In ideal cases it should function as a stimulus for further reflection and study.

Answer the following questions in the space provided.  SHOW YOUR WORK.  The word “Pledged” written before your signature reaffirms your ongoing commitment to the Honor System.  This exam is in two parts.  As announced in class, your grade is your percentage on Part I (this page) times your score on Part II (the remainder of the exam).  Relative weights of problems in Part II are given in brackets; these total 100 points.  Enjoy!!

*********************************** PART I ***********************************

Question A  Find the sample standard deviation for the following data.  SHOW YOUR WORK.

3
2
6
9

Question B  Recall that IQ’s are normally distributed with mean 100 and standard deviation 16.

B1)  What percent of the population has IQ of 80 or higher?

B2)  What IQ do you need in order to score in the top 10% of the population?


********************************** PART II **********************************
Question 1 [2 points]:


For a normal distribution, approximately ____________ of the data will lie within one standard deviation of the mean and approximately ____________ of the data will lie within two standard deviations of the mean.

Question 2 [2 points]:


“The Dow Jones Industrial Average is neither industrial nor an average.”  Explain.

Question 3 [10 points]:


Dr. Rasp believes that the best way to prepare for a “knowledge festival” is to get a good night’s sleep the night beforehand.  In support of his theory he produces data from a random sample of five students in the class.  These data are given below.


Sleep:
0
6
2
8
4


“Big quiz” score:
8
64
20
96
52

Find the slope and intercept of the regression model for these data.  (SHOW YOUR WORK.)  Interpret these numbers in context of this situation.

Question 4 [2 points]:


Balph Snerdwell is at his neighborhood casino, watching the action at the craps table.  He has just seen the “pass” bet lose five times in a row.  He decides to bet on “pass” the next time.  “There’s a very small chance of ‘pass’ losing six times in a row,” Balph reasons, “and so it’s overdue to happen.”  Is this good reasoning?  Explain.


Question 5 [6 points; divided as indicated]:


Clorinda Cragdingle is looking forward to an enjoyable summer – consuming large quantities of her favorite beverage while reading recreational statistics paperback books at the beach.  Relevant quantity and price data for weekly summer living expenses are given below, for both now and three years ago.



2000
2003



Qty.
Price
Qty.
Price

Coca-cola (2 ltr. bottle)
3
$1.19
5
$1.29


Statistics books
1
$8.95
1
$12.95


Sunscreen
1
$1.89
2
$2.59

a) [4] Compute a Laspeyres price index using these data.

b) [2] Back in 2000, Clorinda made $5.42 an hour at her job at the widget factory.  How much would she need to make now, simply to keep pace with inflation (as measured by your index)?

Question 6 [10 points, divided as indicated]:


The widget factory where Clorinda works recently adopted a series of Deming-style managerial reforms to improve product quality.  Clorinda works on an assembly line producing left-handed bilavial widgets.  Diameter of these precision widgets has a mean of 42 centimeters, with a standard deviation of .042 centimeters.  Six widgets are sampled each hour for inspection.

a) [4] Find the control limits for a means chart (an 
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 chart) for this process.

b) [4] Find the control limits for a range chart (an R chart) for this process.

c) [2] Notice that the values of d2 tend to increase as one reads down the table.  Briefly explain why this is so.


Question 7 [2 points]:


Clyde Arthur Fazenbaker takes a random sample of six students from his introductory statistics class.  He obtains data on how often each student in the sample has fallen asleep in class.  He computes the sample mean.  How will his sample mean compare with the population mean? 


_____ It will be greater to the population mean.


_____ It will be equal to the population mean.


_____ It will be less than the population mean.


_____ We can’t tell from the information given.

Question 8 [2 points]:


Last season, baseball player Muford Pinstripe had 42 hits in his first 100 at-bats, for an exceptionally high batting average of 42/100 = .420.  This is an example of which approach to probability?


_____ classical
_____ frequentist
_____ subjective

Question 9 [2 points]:


Muford (from Question 8) didn’t do quite as well in the remainder of the season, but still finished with a well-above-average batting average of .342.  Which of the following best describes this decline in his batting average?


_____ Simpson’s paradox
______ catastrophe model


_____ regression to the mean
______ extrapolation beyond the range

Question 10 [6 points; 2 each part]:


Indicate whether each of the following statements is TRUE or FALSE.

a)  If two variables are independent, their correlation is zero.
TRUE
FALSE

b)  For income data, the median is typically less than the mean.
TRUE
FALSE

c)  Deming advocates instilling fear of management in workers, to drive them
to work harder.
TRUE
FALSE

Question 11 [2 points]:


Gracetta Squornshellous has data on Stetson University tuition each year over the past fifty years.  She’d like to display these data in a graph.  What would be the best graph to use?


______ pie chart
______ histogram
______ bar graph


______ scattergraph
______ line graph
______ stem-and-leaf plot

Question 12 [2 points]:


Gracetta would also like to display how overall Stetson enrollment is divided among the three major academic divisions (Arts & Sciences, Business, Music).  What graph should she use?


______ pie chart
______ histogram
______ bar graph


______ scattergraph
______ line graph
______ stem-and-leaf plot

Question 13 [2 points]:


Electronics retailers have seen huge growth in the sales of DVD players in recent years.  This growth shows signs of leveling off now, however.  This is an example of 


_____ catastrophe model
______ extrapolation beyond the range


_____ saturation model
______ correlation is not causality


_____ Chevalier de Mere’s fallacy
______ Simpson’s paradox


Question 14 [12 points, divided as indicated]:


Horatio Wajberlinski, while a student at Mad Hatter Vocational College, was enrolled in that school’s Ronald McGeorge McDonald Investment Program and School of French Fry Technology.  He has used the information he gained there to invest in a wide range of fast food franchises.  Total value of his portfolio over the years is given below.


Year
Portfolio value

1983
$10,000


1988
$20,000


1993
$60,000


1998
$300,000


2003
$3,000,000

a) [6] What do the data indicate about the growth of Horatio’s portfolio?  Sketch an appropriate graph.  Interpret your graph.

b) [3] What has been Horatio’s average annual rate of growth, over the 1983-2003 time period?

c) [3] Suppose that in the future Horatio maintains that same average growth rate (from Part B).  When will his portfolio be worth $1,000,000,000 (making Horatio a billionaire)? 

Question 15 [8 points]:


Dr. Rasp assigns grades using a random number generator.  This random number generator gives numbers between 1 and 100, with each grade being equally likely.  Since only 11 of these 100 numbers are 90 or above, it would appear that a person’s chance of getting an “A” is only 11%.  However, Dr. Rasp is turning into a softie in his old age – he actually generates three random numbers and uses the highest one.  If that’s the case, what’s a person’s chance of getting an “A”?


Question 16 [24 points; 8 each part]:


The “line” in football betting is a procedure for turning all games, even the most lopsided ones, into equally-likely propositions.  The “line” is an amount that is added or subtracted from one team’s point total in the game to determine the winner of the bet.  Thus, for example, if Stetson were playing FSU in football, the line might be “FSU minus 200.”  To determine who wins the bet in this case, you take FSU’s point total and subtract 200 points.  If FSU still outscores Stetson, FSU wins the bet.  If Stetson outscores FSU’s adjusted total, Stetson wins the bet.  Hence, for example, a score of 220-0 means people who bet on FSU win, while a score of 186-2 means people who bet on Stetson win.  In theory, each team should now have a 50% chance of winning the bet.


In most casinos you may bet not only on individual games but also on “parley” bets – series of several games.  These offer higher payoffs – but, of course, reduced chance of winning.

a)  Casinos in Boravia use an unusual system of parley betting, in which you are expected to both win and lose a specified number of bets.  For example, in a “Twelve Game Mixed Parley” in Boravia, you bet on twelve games against the ‘line.’  To win the bet, you must call nine of the twelve games correctly and three of them incorrectly.  What is the probability that you win a “Twelve Game Mixed Parley” in a Boravian casino?

b)  Twelve Game Mixed Parley bets pay off at 16-to-1.  That is, for every $1 you bet, if you win you receive $16 net (your $1 back, plus $16 more).  Of course, if you lose, your $1 is lost.  Find the expected value and variance of the net return on a $100 bet on a Twelve Game Mixed Parley.

c)  Boravia’s casino typically sees 10,000 people play $100 Twelve Game Mixed Parley bets in a given weekend.  What is the probability that the casino makes money overall, on these bets?


Question 17 [6 points, divided as indicated]:


Hortensia Mae Prindlesnout has $1000; she will invest the entire amount in one of three stocks.


One stock Hortensia is considering is Sirius Cybernetics Corporation (SCC), a highly speculative technology company.  Hortensia estimates that the company will triple in value in a strong economy.  Unfortunately, recession will hurt the company badly – resulting in a loss of 80% of its value.  A middle case, slow economic growth, will result in an estimated 5% gain for SCC.


Hortensia’s second option is an electric power utility, Southern North Dakota Power and Light (SNDPL).  Utilities tend to be safe, but boring investments – making moderate, regulated profits under most circumstances.  Hortensia figures that in a recession she’ll break even with the stock, but slow growth gives her a 10% profit and a strong economy gives her a 20% profit.


The third option under consideration is a counter-cyclical stock – one that does well in bad times and poorly in good times.  The stock in question is Guido’s Financial Services (GFS), a small firm that specializes in automobile repossessions, loansharking, petty gambling, and “enforcement” contracts.  A strong economy means a 40% loss for GFS, and slow growth means a mere 20% profit.  However, recessions are good news – Hortensia estimates 150% profit on her money.


For present purposes, assume a 50% chance of a recession, 35% chance of slow growth, and only a 15% chance of a strong economy.

a) [4] Which one stock should Hortensia invest in?  Why?

b) [2] In the statement of the problem, you were told the probabilities of recession, slow growth, and a strong economy.  In practice, where would these numbers come from?  (If this were real, and not a “big quiz” problem, where would you get those numbers?)


SOLUTIONS

A)
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Either way, the standard deviation is 
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.  Looking up 1.25 in the table gives a probability of .3944.
Hence the probability is .5+.3944 = .8944.

B2)  To be in the top 10%, we need an area of 40% between the middle of the curve and our cutoff point.  Looking up .4000 in the body of the table, we find a z-score of 1.28.  That is, our desired value is 1.28 standard deviations above the mean.  Hence:  1.28*16+100 = 120.48
Alternately:  
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1)  about two-thirds (or, 68%) within one standard deviation and 95% within two sd’s

2)  It’s not industrial because it involves companies that aren’t industrial (service, financial, retail, etc.).  It’s not an average because we’re not computing an average – rather, we’re adding the price of 30 things and then dividing by a “divisor.”

3)  We first need to find the covariance.  For these data, 
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 = 4 and 
[image: image10.wmf]Y

 = 48.  We can find the covariance by either of two methods:
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Hence SLOPE = COV/VAR(X) = 110/10 = 11 – Each hour of sleep increases grade 10 points, on average.


To get the intercept, plug in the two means:  48 = (11)(4)+int ( INT = 4.  Folk with no sleep score a 4, on average.

4)  No, it’s not good reasoning.  Dice have no memory; the events are independent.  His chance of winning on the sixth roll is the same as what it was on the first roll.

5a)  A Laspeyres index compares prices, now vs. then, of the historical (“long ago”) market basket of goods.
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 = 1.367, so the index is 136.7

5b)  $5.42 * 1.367 = $7.30.

6)  This topic was not covered in Fall 2006.

7)  We can’t tell from the information given.

8)  Frequentist.

9)  Regression to the mean

10a)  true
10b)  true
10c)  false

11)  line graph  (use a log scale!)

12)  pie chart

13)  saturation model

14a)  Do a log-scale graph.  You’ll find that it is still upward-curving.  In other words, Horatio’s portfolio is increasing in value at an increasing rate.

14b)  Geometric mean.  
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 = 1.33, that is, average growth rate of 33%
14c)
3,000,000*(1.33)n = 1,000,000,000 ( (1.33)n = 1,000,000,000/3,000,000 = 333.3333 (

n * log(1.33) = log(333.3333) ( n = log(333.3333)/log(1.33) = 20.37

So it will take him a bit more than 20 years to become a billionaire.

15)  Pr(at least one number 90 or higher) = 1 – Pr(all numbers 89 or lower)


= 1 – (.89*.89*.89) = 1 - .705 = .295.

16a)  Binomial.  Pr(9 of 12) = 
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16b)
E(X) = (1600)(.0537) + (-100)(.9463) = -8.71  (i.e., lose $8.71 on a $100 bet, on avg.)


V(X) = { (1600)2(.0537) + (-100)2(.9463) } – (-8.71)2 = 146859.14
16c)
Use the normal distribution (central limit theorem)
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.  Table value:  .4884.


So Pr(casino comes out ahead) = .5 + .4884 = .9884
17a)
Let’s work in terms of percent gain/loss.  Note that tripling in value is a 200% gain.


Note that your answer will depend upon the decision rule you choose.  (I didn’t specify one; that’s part of the point.)  If your goal is to maximize expected return:


For SCC:
E(X) = (200)(.15) + (5)(.35) + (-80)(.5)
= -8.25


For SNDPL:
E(X) = (20)(.15) + (10)(.35) + (0)(.5)
= +6.50


For GFS:
E(X) = (-40)(.15) + (20)(.35) + (.5)(150)
= 76

So going with GFS is the clear winner.  However:  maximizing expected value makes most sense when there is a “long run” behavior – and that doesn’t happen here.  (Just one investment.)


Others (more risk-averse types) might prefer a “minimum variance” decision rule.  Here the clear winner is SNDPL – low variance and returns that are never negative.  


The point is that YOU specify your rule – and then demonstrate how your pick follows it.

17b)  We’re not going to know those probabilities for certain, so some sort of “what if” analysis is in order.  However, consulting with economists (or reading up on what the current business press says about economic conditions) might be one way of getting a better handle on those numbers.
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