DS280 – INTRODUCTION TO STATISTICS

FALL SEMESTER 2003

“Ultimate Knowledge Festival”

(known to the Mundane as the “Final Exam”)

Answer the following questions in the space provided.  SHOW YOUR WORK when appropriate.  As was announced in class, this exam is in two parts.  Part I is the questions on this page; Part II is the remainder of the exam.  Your grade on the exam is your percentage on Part I, times your score on Part II.  Relative weights of the Part II questions are given in brackets; these total 100 points.  This exam is conducted within the framework of the Stetson University Honor System.  You are expected to act with academic integrity while taking the exam (no copying, talking, cheat sheets, etc.), and to avoid situations which might provide temptations for others (for example, by keeping answer sheets covered).  Writing “Pledged” before your signature is a sign of your ongoing commitment to the Stetson Honor System.

ENJOY!!

*********************************     PART I     *********************************

Question A:


Find the sample standard deviation of the numbers 1, 5, 2, 8.

Question B:


Recall that IQ scores are normally distributed with mean 100 and standard deviation 16.

B1)  What percentage of the population has IQ between 80 and 120?

B2)  What IQ do you need, to score in the top 8% of the population?


********************************     PART II     ********************************

Question 1 [2 points]:


Which one of the following statements is generally true when data are skewed right?


_____ mode < mean < median
_____ median < mean < mode


_____ mean < median < mode
_____ mode < mean < median


_____ median < mode < mean
_____ mode < median < mean

Question 2 [3 points]:


For a normal distribution, approximately ___________ of the data are within one standard deviations of the mean; approximately ___________ of the data are within two standard deviations of the mean; and approximately ___________ of the data are within three standard deviations of the mean.

Question 3 [2 points]:


Find the mean and median of the following data:

42          846          35          29          38

Question 4 [2 points]:


The Boskin Commission identified three problems with the Consumer Price Index which lead it to overstate the true rate of inflation somewhat.  Name and briefly describe two of these problems.

Question 5 [6 points]:


Recall that a standard deck of cards contains 52 cards – thirteen in each of four suits (Clubs, Diamonds, Hearts, Spades).  Suppose you are dealt five cards at random from a deck.  What is the probability that at least one of these cards is a Heart?


Question 6 [14 points, divided as indicated]:


Recall that in the “pass bet” at craps, the player rolls two dice.  If the initial roll is 7 or 11, the player wins the bet.  If the initial roll is 2, 3, or 12, the player loses the bet.  On any other roll, the resulting number is called the player’s “point,” and the player continues to roll until getting either the “point” (in which case the bet is won), or rolling a 7 (in which case the bet is lost).

a) [2] As a homework problem, we worked out the probability of winning the “pass” bet.  The answer was .4929.  This is an example of which approach to probability?


______  classical
______  frequentist
______  subjective

b) [6] This bet pays “even money” – that is, if you bet $1 and win, you receive $1 net (your own dollar, plus one dollar more).  Find the expected value and variance of the net winnings from a single $1 bet.

c) [6] Suppose you place this bet 500 times.  What is the probability that you win money?  (That is, what is the probability that the average of your net winnings is positive?)

Question 7 [4 points]:


The last page of this exam contains a graph which compares average starting salaries for four selected majors, for students graduating last year from the University of Southern North Dakota at Hoople.  Is the graph appropriately drawn?  If so, explain why.  If not, sketch a corrected version.


Question 8 [14 points, divided as indicated]:


Recent Rollins College computer science graduate Mortimer Thrildwhistle has been employed by Spam-R-Us, an email-based direct marketing company whose products include investment plans in Nigerian financial markets, mortgage refinancing and re-refinancing, and medical procedures for … uh, “enhancement” of certain body parts.  Mortimer has been asked to build a model for forecasting the company’s business.  He has been given data, for the past four months, on (1) number of customers, and (2) number of email solicitations (in millions of addresses contacted).  The data are as follows:


Month:
Aug.
Sept.
Oct.
Nov.


Customers
8
7
6
9


Solicitations (in M)
18.8
16.8
15.2
21.2

a)  [6] Find the slope and intercept of a linear regression model for these data.  (Show work.)

b)  [4] Interpret these numbers, in context of the problem.

c)  [2] This month, Spam-R-Us plans to send ten million emails.  How many customers may they anticipate?

d)  [2] Could the company reasonably use this model to predict the number of customers they might anticipate, if they sent one billion emails?  Explain why/why not.


Question 9 [4 points]:


Will Durant, writing in his Story of Civilization (Vol. IV, p. 626), notes:  “In France, the livre had in 1789 only 1.2 per cent of its value under Charlemagne.”  The livre was the French currency of the day, and Charlemagne (the greatest of medieval rulers) died in the year 814.  Given Durant’s data, what was the average annual rate of inflation in France, between 814 and 1789?

Question 10 [12 points; 6 each part]:


This semester, a student in my DS460 class, for her class project, examined the properties of a bankruptcy prediction model first proposed by a Professor Altman and published in the Journal of Finance about twenty years ago.  She noted that the model did a good job of predicting bankrupt companies (85% success rate), but was not as successful at identifying nonbankrupt companies (only 65% success).

a)  Of course, relatively few publicly traded companies go bankrupt.  For sake of argument, let’s suppose that 3% of the companies in a database will go bankrupt over the course of the research study.  Find the false positive rate.  That is, find the probability that a company which is identified as going bankrupt actually does not do so.

b)  Suppose the model, discussed above, identifies ten companies as bankrupt.  What is the probability that exactly one of these ten companies actually is bankrupt?


Question 11 [4 points]:


The last page of this exam has a graph depicting the population of the Kingdom of Boravia over the past 100 years.  The Boravian Population Council recently issued a press release which commented on the graph by saying:  “It is clear that the nation’s population has skyrocketed in the past twenty years.  Unless we take immediate and drastic action to curtail this growth, we will soon be faced with dramatic shortages of even the most basic necessities.”  Does the graph support this analysis?  Explain why/why not.

Question 12 [6 points, divided as indicated]:


Dr. Rasp just finished re-reading Charles Dickens’ A Christmas Carol, a tragic novel in which a prosperous, hard-working businessman named Scrooge degenerates into a sentimental softie.  This has prompted Dr. Rasp to think about how the cost of Christmas presents has changed over time.  Some relevant data, for this year and for ten years ago:



1993 quantity
1993 cost
2003 quantity
2003 cost


Lumps of coal
6
5 cents
3
8 cents


Switches
6
2 cents
4
5 cents

a)  [4] Use these data to compute a Laspeyres “Cost of Christmas Index.”

b)  [2] Back in 1993, Dr. Rasp devoted 42 cents (a large portion of his life savings) to Christmas.  Now, due to the high rate of inflation, he feels that he must cut back on Christmas purchases.  How much would he need to spend today, just to keep that original 42-cent investment apace with inflation (as measured by your index)?

Question 13 [8 points]:


The Sirius Cybernetics Corporation samples three items an hour from its production line of self-destructing boomerangs.  The process should have a mean weight of 42 ounces, with a standard deviation of .5 ounces.  Give control limits for an 
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chart and a range chart for the process.


Question 14 [6 points]:


The last page of this exam lists the areas, in square miles, for the fifty states in the U.S.  Sketch an appropriate graph to illustrate the distribution of state areas.  Interpret your graph in a sentence or two.

Question 15 [6 points]:


We know (due to the Law of Large Numbers) that, as the sample size increases, the sample values tend to become less varied.  Suppose you were to toss a fair coin 100,000 times.  (And some people say there’s nothing exciting to do in DeLand!)  What is the probability that you’ll get “heads” between 49.5% and 50.5% of the time?

Question 16 [7 points, divided as indicated]:


In class we discussed a well-known statistician whose “14 points” revolutionized Japanese (and later American) management practice.

a)  [1]  What was this statistician’s name?   ____________________

b)  [6]  Apply two of these fourteen points to a work experience you have been in.  (How did they, or didn’t they, apply one of the points?  What was the effect?)


GRAPH FOR QUESTION 7:
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GRAPH FOR QUESTION 11:
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DATA FOR QUESTION 14:  The fifty states and their areas (in thousands of square miles)


AL
50.8
IL
55.6
MT
145.6
RI
1.0


AK
570.4
IN
35.9
NE
76.9
SC
30.1


AZ
113.6
IA
55.9
NV
109.8
SD
75.9


AR
52.1
KS
81.8
NH
9.0
TN
41.2


CA
156.0
KY
39.7
NJ
7.4
TX
261.9


CO
103.7
LA
43.6
NM
121.4
UT
82.2


CT
4.8
ME
30.9
NY
47.2
VT
9.2


DE
2.0
MD
9.8
NC
48.7
VA
39.6


FL
54.0
MA
7.8
ND
69.0
WA
66.6


GA
57.9
MI
56.8
OH
41.0
WV
24.1


HI
6.4
MN
79.6
OK
68.7
WI
54.3


ID
82.7
MS
46.9
OR
96.0
WY
97.1




MO
68.9
PA
44.8


SOLUTIONS

A)
The sample mean is (1+5+2+8)/4 = 4.
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Either way, the standard deviation is 
[image: image5.wmf]10
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.  Table gives probability of .3944.  So desired probability (since region is symmetric) is .3944 + .3944 = .7888
B2)  For top 8%, look up 42% in the body of the table, and read cutoff score of 1.41 from the margins.  We want to be 1.41 sd’s above the mean:  (1.41)(16)+100 = 122.56

1)
mode<median<mean
2)  two-thirds, 95%, virtually all

3)
mean = (42+846+35+29+38) = 198
median:  29   35   38   42   846, so median is 38
4)
substitution bias – consumers substitute cheaper equivalent goods for more expensive ones


new outlet bias – data from new stores is slow to enter the system


technology (or quality) bias – index doesn’t reflect improvement in quality/scope of goods

5)
Pr(at least one heart)
= 1 – Pr(no hearts)



= 
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6a)
classical

6b)
E(X) = (1)(.4929) + (-1)(.5071) = -.0142

V(X) = { (1)2(.4929) + (-1)2(.5071) } – (-.0142)2 = .9998
6c)
Normal distribution (central limit theorem)
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Table gives probability of .1255.  We want the tail area:  .5-.1255 = .3745
7)
Graph is NOT drawn correctly.  There’s no “whole” here to divide into “parts.”

8a)
NOTE that Solicitations is “X” and Customers is “Y”.  (Email solicitations cause customers, not vice-versa.)


Begin by finding the covariance.  Two approaches are possible:


X
|
Y
|
X-Xbar
|
Y-Ybar
|
product
X
|
Y
|
XY

18.8
|
8
|
.8
|
.5
|
.4
18.8
|
8
|
150.4


16.8
|
7
|
-1.2
|
-.5
|
.6
16.8
|
7
|
117.6


15.2
|
6
|
-2.8
|
-1.5
|
4.2
15.2
|
6
|
91.2


21.2
|
9
|
3.2
|
1.5
|
4.8
21.2
|
9
|
190.8
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For these data, Var(X) = 6.72.  So Slope = Cov/Var(X) = 3.3333/6.72 = .496

That is, for every 1 million spam emails sent, the company gets an additional .496 customers, on average.  (Two million spam per customer!)


To get the intercept, plug in the average X and Y values:



7.5 = (.496)(18) + b, so b = intercept = -1.428

8c)  Y = mX + b = (.496)(10) + (-1.428) = 3.53 anticipated customers

8d)  No.  That is extrapolating too far beyond the relevant range of the data.

9)
Geometric mean.  There are 975 years between 814 and 1789.


Easiest approach:  
[image: image12.wmf]975

012

.

 (you may need to do (.012)^(1/975) on your calculator).


This is .9955.  That is, each year we’re multiplying the value of the currency by .9955, which is an inflation rate of .0045, i.e., 0.45%.  (Note that even a very low inflation rate can severely erode a currency over a long period of time – which is why one of the more difficult tasks for historians of long-ago time periods is making any good sense of what money was worth.)

10a)
Easiest approach:  set up a table.



|
say bankrupt
|
say not bankrupt
|
TOTAL


Truly bankrupt
|
.85*3 = 2.55
|
.45
|
3


Truly not bankrupt
|
33.95
|
.65*63.05
|
97


TOTAL
|
36.5
|
63.5
|
100


So Pr(truly not bankrupt | say bankrupt) = 33.95/36.5 = .93

10b)
Binomial.  Pr(1 of 10) = 
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 = .364
11)  No.  “Exponential growth always looks exponential.”  The graph looked the same way at all points in Boravia’s history, and will continue to look the same in the future.  We’d need to look at a log scale graph to see if the growth rate truly is exploding.

12a)
Laspeyres Index = 
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 = 1.857, so the index is 185.7
12b)
42*1.857 = 78 cents
13)  This topic not covered in Fall 2006.

14)  Do a HISTOGRAM of the data.  Use any reasonable scale.  You should note that the graph is skewed right, with an outlier (Alaska), and that most of the data cluster somewhere in “double digits” (your exact numbers on this will depend on your data scale).

15)  
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.  This is off the chart.  The probability is essentially 100%.
16)  This topic not covered in Fall 2006.
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